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SUMMARY:
· Over 16 years of experience in analyzing, designing, and architecting data platforms both on-premises and in Azure Cloud. Skilled in high-quality data modeling, designing, and developing data pipelines for ingesting, storing, and transforming data to support analytics and system integration.
· Experienced in migration of existing solutions on on-premise systems/applications to Azure cloud.
· Experienced in building ETL pipelines using Azure Data Factory, Databricks, and Synapse to move data between various systems
· Created scalable data warehousing solutions on Synapse and optimized the performance using techniques like partitioning, indexing, and distribution strategies
· Well-versed in architecting data models (Star and snowflake schema) to structure data efficiently for reporting, ensuring data integrity, consistency, and performance
· Worked on Azure Suite: Azure Data Bricks (ADB), Azure Data Lake (ADLS), Azure Data Factory (ADF) V2, Azure Synapse, Azure SQL Database, Azure Event Hubs and various others
· Experienced in designing and implementing the bronze, silver, and gold layers of data lakes for efficient data processing and analytics
· Developed prototypes using Azure Cloud services to validate proposed solutions and seek feedback from stakeholders.
· Good Understanding of Azure Cosmos DB, Azure functions, Azure DevOps, Azure logic apps and SQL databases. 
· Experienced in integrating Confluent Kafka with Azure event hubs for real time event streaming and data processing using Spark
· Extensive experience with multi-cloud services to maximize efficiency and performance for data applications. Proficient in leveraging the cloud platforms to build large-scale data pipelines for terabyte-scale data analysis.
· Moved SSIS packages from on-premise to cloud using Azure Data Factory (ADF) and Azure Data Bricks (ADB).
· Skilled in creating complex data transformations and business logic in SQL, Python, and Spark.
· Proficient in data compliance and governance, adhering to standards such as GDPR, HIPAA, and utilizing Azure Purview for data classification and tracking
· Collaborated with data scientists, business analysts, and other stakeholders to deliver data solutions that enable advanced analytics and business intelligence.
· Strong communication skills, coupled with a solid work ethic and a proactive, positive attitude as a team player. 
· Possesses domain knowledge in Finance, Telecom, Retail, Oil and gas, and technology industry
· Played a pivotal role in gathering requirements from the Client/Product Owner for Agile projects. Guided the offshore team and oversaw offshore deliverables while working from onsite locations and coordinating with geographically dispersed offshore teams

Education:
Bachelor of Computer Science Engineering - JNTU, INDIA

Technical Skills: 
· Azure Cloud Services - Data Factory, Data Bricks, Synapse, Logic Apps, Azure Functions, Azure SQL, Azure Event hub, Machine Learning
· Hadoop/Big Data - HDFS, Map Reduce, Apache Spark, Apache Kafka, Confluent Kafka, Flink, Oozie, ZooKeeper, BMC ControlM
· Metadata Management: Azure Purview and Collibra
· Erwin Data Modeler, Microsoft SQL Server Data Tools, Microsoft Visio
· Languages: Python, Spark SQL, PySpark, Sql, R, Scala, Java, React, Angular, Java Script, SASS, C/C++, Shell scripting,
· Reporting tools: Power BI, Tableau, QlikView
· Amazon Redshift, Snowflake, Azure CosmosDB, Teradata, MS SQL Server, Oracle, PL/SQL, Informix, Sybase, Informatica, Datastage. 
· Version Control and Collaboration tools: GIT, Bitbucket, JIRA, Confluence
· JAVA, J2EE, Spring, Hibernate EJB, Webservices, Servlets, JSP, Jakarta Struts. 
· RESTful APIs, GraphQL


PROFESSIONAL EXPERIENCE:

Senior Data Developer / Architect					January 2023 to Present
T-Mobile USA
Texas, USA

Project Description: Worked for a project, migrating the legacy data warehouse to Azure Cloud and bringing all the real-time data of Prepaid, Postpaid, Financial, Insurance and Campaigning data from different sources and performing rigorous data cleansing, processing and re-engineering using Azure data factory, Azure Databricks and Azure Synapse data ware house and making the tables and views available for reporting for T-Mobile finance teams.

Responsibilities:
· Created the new Data Warehousing solution on Azure cloud, for the migration of on premise Dataware house to Cloud
· Worked directly with business to understand the requirement and proposed and developed best business solution that enabled effective decision-making, and drive business objectives
· Built conceptual and logical data models for business stakeholders
· Analyzed customer data for plan upgrades, billing accuracy, and usage patterns.
· Provided weekly insights on customer migration between prepaid and postpaid plans
· Enabled business to keep track of customer churn rates and customer segmentation
· Created technical design specification documentation that clearly articulated the design and code being implemented.
· Created Azure data factory pipelines for migration of CRM, mobile apps, call centers, and retail stores. Data from on premise to ADLS gen2 layer
· Created Linked services and different datasets to connect to ADLS, data bricks and Synapse using different authentication mechanisms.
· Implemented many new ADF Mapping Data Flow Components like New Branch, Join, Conditional Split, Exists, Union, Lookup, Derived Column, Surrogate Key, Window, Filter, Sort, Alter Row, For Each loop, Upsert which made ADF Code Free
· The ADF Pipelines are made Dynamic with Parameters, Expressions, Functions and Column Patterns.
· The ADF Pipelines are Scheduled using triggers and monitored the performance and execution in monitoring Logs and Dashboards.
· Processed data on DataBrick Notebooks using Python, Scala and Spark SQL to read and write JSON, CSV and Parquet files
· Developed Pyspark scripts for transformations on data and re-engineered the Teradata MSS scripts on Azure Databricks.
· [bookmark: _GoBack]Created stored procedures with complex SQL on Azure Synapse
· Created tables in Synapse with different constraints, different distribution techniques like hashing, round robin and replicated to improve the query performance
· Created several dimension, fact and snapshot tables and implemented SCD2 logic
· Involved in surrogate key generation for dimension tables based on the natural keys
· Deployed the data bricks and synapse scripts/code to different environments using Azure devops CICD pipelines
· Develop External tables in Azure Synapse Analytics (SQL Data Warehouse) for data visualization and reporting purposes.
· Developed stored procedures to implement the complex business transformation in Azure Synapse Analytics.
· Created tasks in Azure DevOps (ADO) to track workload and deploy objects across environments.

Senior Data Engineer
August 2019 to December 2022
British Petroleum
Texas, USA

Project Description:
BP manages a massive fleet of industrial equipment and machinery across refineries and offshore platforms across continents and work orders related to maintenance and repairs are scattered across different systems (SAP, IoT sensors, manual logs). Built a unified work order history to track repair efficiency, identify pending jobs which lead to optimal maintenance scheduling

Responsibilities:
· Designed an architecture that enabled end-to-end analytics for equipment and machinery workorders integrating data from sources SAP PM (Plant Maintenance), IOT sensors and technician logs
· Computed KPI’s MTTF (Mean time to Failure), MTTR (Mean time to repair), work order efficiency on Azure Synapse which lead to 20% cost savings
· Work orders, job status, costs, equipment vibration, temperature, pressure and manual logs data loaded into ADLS in Parquet/Delta format
· Created Azure functions to trigger alerts when anomalies are detected
· Designed and developed ADF pipelines to extract and load data from SAP PM and logs (.txt and json files)
· Used ADF Mapping & Wrangling Data Flows to clean and transform raw data.
· Automated workflows with event-driven triggers (file arrival, schedule-based)
· Implemented workflows using spark on data bricks for data cleansing and transformation of work order and sensor data
· Implemented and optimized Delta Lake for ACID transactions and fast querying
· Implemented data partitioning and indexing for performance optimization
· Worked with PySpark, Scala, and SQL to process real-time and batch data.
· Worked with business teams to understand the business functionality and created views which are made available to reporting
· Analyzed and validated data accuracy of report results
· Used various complex data types like Structs, Arrays, Maps, Lists in Pyspark to handle complex data and flattened them using Split and explode
· Optimized Databricks notebooks tuning cluster configurations, Repartitioning, join types, Shuffling configurations, Memory settings and caching.
· Used Azure DevOps and Azure Data Studio to deploy the code into higher environments


Data Engineer
May 2016 to July 2019
Boeing Employees Credit Union (BECU)
Seattle, USA

Project Description:
Business units across BECU consume Assets/Devices data for a variety of use cases via the Enterprise Data Warehouse (EDW). The heaviest users of this data access it via the Finance Data Mart (FDM), which summarizes many disparate data sources into a more end user friendly format.  The organization can now continue its purchase of financial assets from prospective vendors, which supports the enterprise goal of strengthening the balance sheet. 

Responsibilities:
· Interacted with business stakeholders to understand business problems and requirements.
· Was responsible for converting business requirements to technical requirements. 
· Was the only developer to design and develop end to end solutions for a common unified data model for BECU loan deals.
· Generated financial performance reports, loan risk assessments
· Provided self-service analytics for business users via Synapse SQL
· Ensured secure data governance & auditing for financial regulations.
· Created infrastructure required and related key vaults, linked services, data sets, arm templates for multiple source systems and Azure services.
· Created Pipeline’s to extract data from on premises source systems to Azure cloud data lake storage.
· Worked on copy activities and implemented the copy behavior’s such as flatten hierarchy, preserve hierarchy and Merge hierarchy
·  Used Azure Data Factory activities such as Lookups, Stored procedures, if condition, for each, Set Variable, Append Variable, Get Metadata, Filter and wait.
· Configured the logic apps to handle email notifications to the end users and key shareholders with the help of web services activities.
· Create dynamic pipelines to handle multiple source extracting to multiple target systems 
· Extensively used Azure key vaults to configure the connections in linked services.
· Configured and implemented the Azure Data Factory Triggers and scheduled the Pipelines, monitored the scheduled Azure Data Factory pipelines and configured the alerts to get notification of failure pipelines.
· Implemented SCD-1, SCD-2 in Synapse for incremental data loads
· Implemented delta logic extractions for various sources with the help of control table
· Implemented the right distribution techniques for Synapse tables to reduce the latency time
· Implemented the Data Frameworks to handle the deadlocks, recovery and logging the data
· Deployed the codes to multiple environments with the help of CI/CD process and worked on code defect during the SIT and UAT testing and provide supports to data loads for testing; Implemented reusable components to reduce manual interventions
· Created Triggers, PowerShell scripts and the parameter JSON files for the deployments
· Reviewing work on ingesting data into azure data lake and provide feedbacks based on reference architecture, naming conventions, guidelines and best practices


Big Data Engineer 				                                                             
March 2014 to April 2016
Walmart
Seattle, USA

Project Description:
Walmart has a Hadoop cluster of 270-nodes that is populated with over 1 petabyte of inventory and stores data. Used Hadoop to move all data to a common datalake in order to achieve a single point of data source about their Inventory, products, warehouses and stores. IDW (Integrated Data Warehouse) project is an effort to acquire data from multiple internal and external systems and ingest into Hadoop data lake – Hortonworks platform using Hadoop suite of tools.

Responsibilities:
· Worked on a 270 node Hadoop cluster using HortonWorks Distribution.
· Built real time pipelines for streaming data using Apache Kafka and Spark Structured Streaming.
· Worked for supply chain project and analyzed Inventory data – stock levels, product movements from warehouses to stores
· Created Input streams which allows Spark Structured Streaming to collect data from external source, Apache Kafka in near-real-time and performed necessary transformations and aggregation on the fly to build the common learner data model and persisted the data in Hadoop cluster.
· Integrated Kafka streams and Spark Streaming to process events
· Created multiple Data frames and Datasets by applying several transformations for input dataframes.
· Added new columns, renamed existing columns and dropped few columns for the datasets as per the project requirements using data frame transformations.
· Created schemas for Datasets using Scala’s case classes.
· Created Spark’s managed and unmanaged tables and Spark UDF’s.
· Applied different kinds of joins (Shuffle joins and Broadcast joins) available in Spark for datasets.
· Created Distributed shared variables wherever necessary
· Result datasets are written to external files in HDFS using different output modes.
· Performed performance tuning for Spark Streaming e.g. configuring degree of Parallelism, selection of correct Serialization format & by efficient memory management.
· Developed all the Spark use cases in Scala using functional and imperative programming paradigms. Created various named functions, anonymous function, traits in Scala for data transformations.
· Deployed Spark applications on YARN cluster manager.
· Involved in monitoring Spark jobs on Spark UI and debugging spark applications
· Involved in converting Hive/SQL queries into Spark transformations using Spark RDDs and Spark Sql.
· Used Pig and Hive to do transformations, joins, filter traffic and some pre-aggregations before storing the data onto HDFS for legacy data.
· Created huge number of transactional and incremental hive tables to bring in history data and the current data from Oracle, Sql, Teradata databases.
· Involved in developing various shell and python scripts to invoke Oozie workflow and to perform various other transformations and cleanups on Hadoop edge node and on the cluster
· Involved in deploying all the Spark application jobs on Hadoop Yarn cluster. 
· Worked in a DevOps environment.  Was responsible in pushing the source code into GitHub repository and used Jenkins to build rpm’s and promoted the code to Production using Nexus.
· Worked on CntrlM scheduler tool to schedule jobs on a daily basis or as per requirement.
·  Involved in monitoring the Hadoop cluster using Ambari.


Data Analyst			                                                             
February 2012 to February 2014
Providence Swedish
Seattle, USA

Project Description:
Integration of patient data from various hospital departments, including patient admissions, diagnoses, treatment details, and billing information, to generate comprehensive reports on patient outcomes, operational efficiency, and care quality.

Responsibilities:
· Design and develop ETL mappings to extract data from multiple source systems like Electronic health records, Patient management systems, Billing systems, medical imaging systems and pharmacy systems using Informatica’s connectors
· Cleansed, normalized and formatted the data e.g., standardizing date formats, transforming categorical data into consistent codes like ICD codes for diagnoses
· Load the transformed data into a data warehouse for centralized reporting and analysis.
· Created dimension tables for Patient Information, Admission/Discharge Data, Diagnosis Data, and Billing Information
· Maintained proper documentation for the flow of data through the ETL process to ensure data lineage and make sure that the data can be traced back to its source
· Optimized ETL jobs for performance by implementing techniques like partitioning, incremental loading, and parallel processing
· Performed data validation between the source systems and the data warehouse
· Monitored job schedules, ensure ETL jobs are executed successfully, and address any exceptions or failures in the ETL process


Project Engineer			                                                             
August 2008 to December 2011
Wipro Technologies/Cisco
Hyderabad, India

Project Description:
The Network Device Configuration Management System (NDCMS) was an on-premises application built using Java to allow network administrators to automate and manage configurations for Cisco devices. The system enabled remote device configuration, status monitoring, and change tracking

Responsibilities:

· Developed Java Servlets and JSPs for handling web-based configuration requests
· Implemented business logic for device discovery, configuration, and monitoring
· Used Java multi-threading to handle simultaneous device connections over SSH/Telnet
· Designed Java-based REST/SOAP APIs to integrate with other network management tools
· optimized Oracle/MySQL database schemas for storing network device configurations
· Implemented JDBC connections and wrote efficient SQL queries for data retrieval
· Developed stored procedures to automate periodic configuration backups
· Developed JSP pages with HTML, JavaScript, and CSS for a web-based admin panel
· Deployed the Java-based application on Apache Tomcat or IBM WebSphere
· Conducted unit testing using JUnit and integration testing with Cisco devices



